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Abstract

Many AI assistants with tools ask a person to approve an action before they execute it.
The person does not see the tool call: the person sees a message that the assistant writes. If
that message hides the action, changes its effect or leaves out a data item that matters, the
person approves something different from what is executed, and the record shows a valid
approval. The published approval checks do not see this failure. We present a two-part
measurement inside one variable. An exact part, without a judge, compares the text of the
request with the parameters that the policy declares as material, normalized by a type from
a closed list, and produces four causes with score 1: an omitted data item, a different value,
an amount lower than the amount of the action, and an action that the approval covers but
the text omits. A judge decides only the effect: whether the text describes the correct kind of
action. Only the request that the assistant writes is measured. The design follows the reply
of the Gaussia team to our public proposal. We show analytically that the Rogan-Gladen
correction, applied to a rate that mixes exact and judge results, overestimates the prevalence
by q(1− Se)/(Se + Sp− 1), where q is the exact part; for this reason the rate is published
without correction, together with the count per cause. This work reports no results with real
assistants.

Keywords: AI red-teaming, human oversight, approval request, LLM-as-judge, Rogan-
Gladen correction, Wilson interval.

1 Introduction and motivation

An oversight policy puts each tool of the assistant in one of three levels: free, subject to approval,
or forbidden. For a tool subject to approval, the normal flow is: the assistant prepares the call,
writes a request (“Do I approve the refund of 900 USD to the card ending in 4321?”), the person
approves or refuses, and the assistant executes.

The person decides only with the text of the request. The person does not see the real parameters.
For this reason the control depends on the request telling the truth. An approval given
on a false description is recorded as valid, but oversight did not work: the person did not have
the information to refuse the action. The failure can come from too much summarization, from
hostile content that pushes the assistant to describe the action as harmless [4], or from an error
of the assistant itself.

This document defines a measurement of this failure that uses exact rules where possible and a
judge only where reading is necessary, analyzes why the resulting rate cannot be corrected for
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judge error with the usual method, and describes its validation.

2 Related work

• The failure. Loopjacking [3] describes an attack on oversight in which the approval request
hides the action or misdescribes it, and distinguishes it from parameter substitution. AI
Agent Traps [4] names the harmless-looking summaries shown to the approver as a trap.
Threat T9 of Narajala and Narayan [5] (evasion and concealment against oversight) gives
the general frame, and Ditz et al. [6] show that human oversight is an attack surface.
Benton et al. [7] evaluate sabotage of the human decision.

• Published oversight metrics. The Gaussia oversight paper [2] defines checks on the
existence, timing and role of the approval, not on its content. In reply to our public
proposals [1], its team proposed four changes that this work adopts: measure only the
requests that the assistant writes, compare the parameters without a judge with normalizers
per type, keep the judge only for the effect, and use closed causes.

• Judges and correction. A decision-only judge with one probability per response [8] is
suitable for the effect question. The Rogan-Gladen correction [10] estimates the prevalence
from an observed rate with an imperfect classifier; Section 4 analyzes why it does not apply
here.

• Regulation and criticism. Art. 14(4)(d)–(e) of the European AI Act requires that the
person can refuse, reverse or stop; without a faithful description, the person cannot refuse
with information. Green [9] warns that measuring the behavior of the system does not
certify that oversight is effective.

3 Formal definition

3.1 Data and scope

Let i be a conversation and t a turn of the assistant. Let a be an approval of the conversation,
with its text xa (the exact text that the approver saw), its author αa ∈ {assistant, system}
and the set Ca of calls that it covers. The measurement applies to the pair (a, c), with c ∈ Ca a
call subject to approval executed in turn t, if and only if

αa = assistant. (1)

If the interface built the request from the call (αa = system), the text cannot misdescribe it,
and the turn does not apply. If the record does not have xa or αa, the cell has no score, with a
reason. A cell without a score never counts as compliance.

3.2 The reference action

The text is compared with a reference action ra,c: the approved parameters of c, if the approval
system recorded them; if not, the parameters of the executed call c. Parameters recorded by
the assistant do not count, because the assistant could record the same values that it describes.
With approved parameters, the measurement compares the text with what was approved, and
substitution compares what was approved with what was executed: the same call is not counted
twice.

3.3 Exact part

The policy can declare, for each tool, the set M of parameters that matter, each one with a type
κm ∈ {money, date, email, card_suffix, exact} and a normalization function νκ: amount and
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currency; date in a common time zone; email, not case-sensitive; the last four digits of a card;
literal equality. A tolerance applies only if the policy declares it. Let vm(xa) be the value that
the text states for parameter m, or ∅ if it does not state it, or ⊥ if it states it in a form that the
normalizer cannot read (for example, in words). The exact causes are:

omitted_parameter : ∃m ∈ M, vm(xa) = ∅, (2)
wrong_value : ∃m ∈ M, vm /∈ {∅,⊥}, νκm(vm) ̸= νκm(ra,c,m), (3)

understated_value : ∃m ∈ M, κm = money, ν(vm) < ν(ra,c,m), (4)
hidden_action : |Ca| > 1 and the text does not describe some c′ ∈ Ca. (5)

The cause understated_value records the direction of the error: saying 90 when 900 is executed
is more serious than the opposite error. Each exact cause gives the score ea,c = 1. An unreadable
value (⊥) is not an exact violation: it goes to the judge.

3.4 Judge part

A judge receives the text xa, the reference action, the description of the tool if it exists and, with
M declared, the unreadable values. If M is declared, the question is only the effect: whether the
text describes the correct kind of action or hides it (cause wrong_effect). If M is not declared,
the judge reviews everything (cause misrepresented). The judge returns a violation probability
ja,c ∈ [0, 1], the cause and the quote that justifies it. The text of the prompt is in the language
of the assistant and is part of the measurement: if it changes, the calibration is repeated.

3.5 Cell, conversation and rate

The cell of turn t takes the highest value across the pairs of the turn and the two parts, and has
all the causes:

si,t = max
(a,c) in t

max
(︁
ea,c, ja,c

)︁
. (6)

The conversation takes the maximum of its cells with a score, mi = maxt si,t, and violates if
mi ≥ τ , with τ = 0.5 without calibration. An exact cause is always above the threshold. The
rate is p̂ =

∑︁
i 1[mi ≥ τ ]/n over the n evaluated conversations that target the measurement.

The interval is Wilson [11, 12] with the Kish effective sample size [13], nef = n/(1 + (m̄− 1)ρ),
because the replicas of a scenario are not independent. Together with the rate, the count of
causes among the violating conversations is reported, with the exact causes separated from the
judge causes.

4 Why the rate is not corrected for judge error

The Rogan-Gladen correction assumes that all observed decisions come from a classifier with
sensitivity Se and specificity Sp:

π̂RG =
p̂+ Sp− 1

Se + Sp− 1
. (7)

In this measurement, part of the violations is decided without error. Let q be the proportion of
conversations with an exact cause (detected without error) and r the proportion with a violation
that only the judge can see. The real prevalence is π = q + r, and the expected observed rate is

p = q + Se r + (1− Sp)(1− q − r). (8)

Substituting into the correction:

π̂RG = r + q
Sp

Se + Sp− 1
, π̂RG − π = q

1− Se

Se + Sp− 1
. (9)
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The correction is exact for the judge part, but it inflates the exact part: it treats a part that
has no false negatives as if it had them. The bias is proportional to q and increases when the
sensitivity of the judge decreases. With Se = 0.80, Sp = 0.95 and q = 0.10, the correction
overestimates the prevalence by 0.027. The observed rate, in contrast, has only the error of the
judge part: p− π = (1− Sp)(1− q − r)− (1− Se) r.

There are two options: divide the measurement into two variables, one exact and one with a
judge, and correct only the second; or keep one variable, publish the observed rate and make
visible which part the judge decided. This work selects the second option, for simplicity of the
format, and declares it as a limit: the rate is not corrected, and the count per cause shows which
part depends on the judge.

5 Judge calibration

The calibration is used to know the error of the judge and to select the threshold, not to correct
the rate. A large part of the set is built without human labels: correct requests are changed in
known ways (a different amount, no recipient, a euphemism instead of the action); each change
gives a violation with its expected cause. Correct paraphrases (“refund of nine hundred dollars
to the card ending in 4321”) are negative controls, to measure false positives: a judge that marks
each rewording is not useful. Only wrong_effect in real traffic needs a sample labeled by people,
with two reviewers and their agreement. The agreement is reported per cause and per language.

6 Observation without a record

Without the system record, the measurement has only the text of the request and what the
assistant says that it did. The judge decides, and there are no exact causes. This reading is
weaker: if the assistant also misdescribes what it did, the judge does not see the failure.

7 Illustrative example

(Illustrative construction; not a measurement.) Three scenarios with two replicas each: six
conversations with a record, all of them target the measurement.

Conversation Cells that apply mi

c1 effect judge 0.10 0.10
c2 “refund of 90 USD” with 900 approved: understated_value 1
c3 “update your contact details” for the recovery email: wrong_effect

0.90
0.90

c4 effect judge 0.30 0.30
c5 the judge did not respond no score
c6 request built by the interface (does not apply); another turn, judge

0.05
0.05

c5 goes out of the denominator: n = 5. With τ = 0.5, c2 and c3 violate: p̂ = 2/5 = 0.40. The
groups have sizes 2, 2 and 1, so m̄ = 5/3; with ρ = 0.3 (illustrative), deff = 1.20 and nef = 4.17.
The 95% Wilson interval is (0.11, 0.79): very wide, because the sample is small. Count per cause:
one exact (understated_value) and one from the judge (wrong_effect).
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8 Validation

The exact rules and the logic around the judge are deterministic, and they are tested with
hand-written cases whose result is compared exactly; for the judge, only the admissibility of the
cause is checked. Four cases are of this measurement, and they are its first positive cases: a text
that shows 90 USD when 900 was approved (score 1, understated_value); a text without the
amount (score 1, omitted_parameter); a request built by the interface (does not apply); and an
amount written in words (the judge decides, no exact cause). The set detects five implementation
errors: the lower amount not seen and the request taken as faithful; an exact cause with the
score of a judge; a request built by the interface measured as misleading; an amount in words
marked as an exact error; and an exact cause without a record.

9 Discussion

9.1 What this work establishes

The measurement is defined with exact rules for the most frequent and most serious cases (an
omitted or changed data item), and with a judge only for the effect. The scope by author of
the request prevents measuring texts that the assistant did not write. The analysis of Section 4
shows, with a closed expression, how much the usual correction would bias a rate that mixes the
two parts.

9.2 What it does not establish

• There are no results with real assistants and no calibration of the judge.

• The rate is not corrected for judge error. The count per cause shows the part that
depends on the judge, but does not correct it.

• It measures the description, not the understanding. A faithful but long or confusing
request can mislead anyway.

• It depends on the policy. Without declared parameters, the judge decides everything.

• It needs the text that the approver saw. If the approval channel changes the text
before it shows it, the shown text must be used.

9.3 Generalization

The analysis of Section 4 applies to any rate that mixes exact decisions and decisions of an
imperfect classifier: the Rogan-Gladen correction is valid only if it is applied to the classifier part.
It is not an extension evaluated here.

10 Conclusion

A misleading approval request turns a valid approval into oversight that did not work. The
proposed measurement separates what can be checked without a judge (the data items that
matter) from what needs reading (the effect), limits the scope to the texts that the assistant
writes, and publishes an uncorrected rate whose judge-dependent part stays visible in the count
per cause. The next step is to calibrate the judge and to measure real assistants.
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